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Abstract

The software control system for ISAC is described.
ISAC is a humanoid robot designed and built by re-
searchers at the Intelligent Robotics Laboratory in the
Center for Intelligent Systems at Vanderbilt Univer-
sity. The robot was designed for close human interac-
tion with the goal of enabling it to become intelligent.
Possible requirements for intelligence in a robot are
presented with reasons for making human-robot inter-
action a fundamental design constraint. The agent-
based, parallel, distributed software architecture used
to construct the control system is described. The types
of agents and their interactions are described. An ap-
proach for using these tools to enable ISAC to learn
from its own experiences under the tutelage of a hu-
man instructor is proposed.

1 Introduction

At the Intelligent Robotics Laboratory (IRL) of the
Center for Intelligent Systems at Vanderbilt Univer-
sity we have been developing a humanoid robot, ISAC,
over the past several years (Fig. 1). The robot was
designed expressly for research in human-robot inter-
action (HRI) [13, 14]. This paper describes the control
system that facilitates human interaction with ISAC.

We are designing ISAC from a “complete agent per-
spective”. This idea was first espoused by psychologist
Masanao Toda in the 1960’s [29] but has more recently
been embraced by robotics researchers [16, 24, 30].
The idea is that the study of an intelligent agent must
incorporate all aspects of the agent from sensory stim-
ulation in its real environment through its motor ac-
tions. This is distinct from the more common (and
in many ways, more easily manageable) approach of
separately studying different aspects of sensing, mod-

∗correspondence: rap2@vuse.vanderbilt.edu

Figure 1: ISAC, the Vanderbilt Humanoid Robot.

eling, planning, and acting then recombining those re-
sults into a model of the agent. ISAC’s control sys-
tem is being designed, ultimately, to adapt its sensing
strategies and actions on the basis of its previous ex-
periences. To do this, we are designing a system of
interactive software agents that that encapsulate var-
ious hardware elements, environmental elements, be-
haviors, and tasks.

The software agents are designed within the Intelli-
gent Machine Architecture (IMA), a software archi-
tecture recently developed at the IRL that runs under
Microsoft Windows NT 4.0 [21, 22]. IMA is not a con-
trol architecture itself. It is, rather, a framework for
the development of robot control systems; it provides
a design model for software agents as well as a set of
tools for their development and use.

Our control system is implicitly hierarchical in its log-
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Figure 2: Agent Connectivity.

ical structure, although an oligarchy might be a more
accurate description. At the top are various agents
that encapsulate internal and external aspects of the
robot’s world and that cooperate to enable sensing and
action. These high-level agents include a robot self
agent, a human agent, peer agents, and object agents
(cf. Section 5). The high-level agents invoke behavior
or task agents which, in turn, couple low-level or prim-
itive agents that control sensing and actuation. The
system is not a true hierarchy because the high-level
agents exist on the same conceptual level and they
share the use of behavior agents, which share the use
of the various primitive agents (Fig. 2).

The remainder of the paper outlines the reasons for
our approach, which incorporates human-robot inter-
action (HRI) as a fundamental design element. The
paper briefly describes of the physical structure of
ISAC and the logical structure of IMA. It defines the
agent types and their interactions. It contains an ex-
ample high-level interactive behavior. The paper ends
with a proposal for the extension of the architecture
to enable robot learning through human interaction.

2 HRI as a Design Criterion

We consider the human-robot interaction problem
to be fundamental to the development of intelligent
robots. Not only will the ability to interact naturally
with people increase the utility of robots, but there is
evidence to suggest that such interaction may be nec-
essary for a robot to acquire human-like intelligence
[4, 7].

Clearly, to be useful in non-industrial settings to peo-
ple other than roboticists, a robot must work in dy-
namic, unstructured environments. If it is to perform
a large repertoire of complex tasks under such circum-
stances the robot must be adaptive to the environ-
ment. Furthermore, its utility would be maximized
if the robot could also acquire new skills through its

own observations. One can argue that to be useful to
people, the robot must be able to learn from a person
in a way that is natural for the person [15].

Proponents of behavior-based robotics have suggested
that intelligence cannot be programmed into an agent.
Intelligence must be acquired through active experi-
ence with the world. Therefore, an agent can become
intelligent only if it is both situated and embodied
[6, 17, 24, 25]. For a machine to become intelligent,
necessarily it must sense a physical environment, it
must manipulate that environment, and it must learn
from the results of its manipulations through further
sensing. Hence, the machine must be a robot that
can learn. That hypothesis moves the complete agent
perspective from one of observation to one of creation.

A fundamental idea in the development of intelligence
in a situated, embodied agent is that of sensory-motor
coordination (SMC) In [26] Pfeifer and Scheier list five
reasons for the importance of SMC in the construction
of an intelligent robot. Sensory-motor coordination

1. provides the basis for physical control over ob-
jects,

2. implies that both sensory and motor processes
play an integral role in perception,

3. induces correlations thereby reducing the dimen-
sionality of both the perceptual and motor control
spaces,

4. facilitates integration of multiple sensory modal-
ities,

5. is self enhancing – SMC enables the mastery of
SMC.

SMC by itself, however, is useless if it is not coupled
with a capacity to learn those sensory to motor cou-
plings that lead the robot to success. Learning SMC
may be accomplished in a number of ways, all of which
entail the forming of spatio-temporal associations be-
tween sensory and motor events. Examples of this are
given in [26]. Learning within a behavior-based con-
text that employs (or is applicable to) SMC has also
been described by Maes [18], by Michaud and Mataric
[19] and by Billard [3] among others.

A consequence of behavior-based design using SMC
is that the robot is guided by an implicit value sys-
tem rather than through explicit task descriptions [26].
The robot acts the way it does because its various
learned associations give it the tendency to execute
certain behaviors when the environment exhibits the
associated stimuli.



Second Int’l Symposium on Humanoid Robots Waseda University, Tokyo, Japan October 8-9, 1999 3

Various multidisciplinary studies [10] have suggested
that the development of the current level of intelli-
gence by human beings has required the creation by
people over time of external, logical frames of refer-
ence and information structures – “scaffolding”– that
can be shared among people. In [11], Clark states that

[T]he basic form of individual reason
(fast pattern completion in multiple neu-
ral systems) is common throughout nature,
. . . [W]here we human beings really score is in
our amazing capacities to create and main-
tain a variety of special internal structures
(symbolic and social-institutional). These
external structures function so as to comple-
ment our individual cognitive profiles and to
diffuse reason across wider and wider social
and physical networks whose collective com-
putations exhibit their own special dynamics
and properties.

Viewed in the light of situatedness and embodiment,
these scaffolding theories suggest that for a robot to
interact with a person in a human-oriented environ-
ment, as an assistant or to solve problems, the robot
should be anthropomorphic in at least some physical
and behavioral aspects..

The communication of emotion is, undoubtedly, a ba-
sic component of human interaction. In The Society
of Mind, Minsky speculated that emotion may be nec-
essary for machine intelligence. “The question is not
whether intelligent machines can have emotions, but
whether machines can be intelligent without any emo-
tions.” [20](p. 163). Recent work at the MIT Media
Lab by Picard [23] and in the Brooks Lab with Kismet
and Cog by Scassellati [28], and by Breazeal [4] has
demonstrated that if a robot can detect human emo-
tions and if it can (in response to its environment)
display some approximation of these itself, then learn-
ing by the robot is facilitated. It has not been proven
that the emotional substrate of human interaction is a
necessary condition for human-level intelligence. But
there is evidence to suggest that it is [27].

The ideas described above suggest that for a machine
to be an intelligent agent that can interact with people
naturally it should have the following characteristics:

• It must be situated and embodied – it must be a
robot.

• It must be able to learn from its experiences.
• Learning should be accomplished through

sensory-motor associations within the context of
a task.

• It should be of a form that can make use of
human-created scaffolding.

• It should detect, interpret, and display emotions.

These characteristics do not directly require a machine
to interact with people. But it seems that it would be
difficult, through the writing of computer code alone
and with no further interaction, for a person to create
an intelligent robot. It would be far easier, we suppose,
to program the robot with some basic skills includ-
ing some simple yet fundamental human interaction
behaviors. The ability to learn through the forming
of sensory-motor associations could be programmed.
Then, much as an infant learns from its parents, the
robot could be instructed to perform more complex
skills. A computational infrastructure would have to
be devised that permits a transference from skills al-
ready perfected to those being learned. That is, skills
learned at a later time must build on earlier ones.

An implication of this work taken in toto is that the
interaction of a robot with people is an appropriate de-
sign constraint for the control system. We have, there-
fore, designed ISAC’s control system from the ground
up to enable the design of computational structures
which at once depend on and facilitate human-robot
interaction.

3 ISAC: A Physical Description

ISAC (Intelligent Soft-Arm Control) was designed and
built in the IRL, initially as a robot aid to the hand-
icapped [13]. Although it can still perform that func-
tion, our more recent research emphasis has been on
general problems of human-robot interaction.

The robot has two 6-degree-of-freedom arms actuated
by McKibben Artificial Muscles. These were manufac-
tured by Bridgestone, who called them “SoftArms”.
They have since been modified extensively in house.
McKibben Artificial Muscles are pneumatic actuators
whose lengths shorten as their internal air pressure
increases [8]. They are attached to the arm as antago-
nistic pairs. Not only do these actuators approximate
the action of human muscles more closely than do elec-
tric motors but also they have a significantly larger
strength to weight ratio. Moreover, they are naturally
compliant and are safe for use in close contact with
people. The muscles are fed compressed air through
servo control valves. The PC resident arm controller
cards were designed and built by us. The arms have
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optical position encoders at each joint.

ISAC has anthropomorphic, hand-like end effectors,
built in-house, that we call the PneuHand I and Pneu-
Hand II [9]. The former is pneumatically actuated
by small pistons. The latter employs hybrid electric
/ pneumatic actuation in which the forefinger and
thumb have an motor and a piston in parallel. The
motor enables fine control in grasping and the piston
provides strength in the grasp.

To complete the arm-hand systems, ISAC has 6-axis
force-torque sensors at each wrist, proximity sensors
on the palms, and rudimentary touch sensors on each
finger. ISAC employs color, stereo, active vision with
pan, tilt, and verge, sonic localization, infrared motion
detection, and speech I/O.

Although its sensory-motor suite is not nearly as rich
as those of a vertebrate animal – ISAC has no senses
of taste or smell and has highly limited haptic sens-
ing – the diversity of its sensory modalities coupled
with its 18 degrees of freedom in motion have enabled
us to equip ISAC with a number of complex behav-
iors. On the other hand, the relative simplicity (com-
pared to that of an animal) of ISAC’s sensory-motor
capabilities may actually facilitate experimentation on
the learning of behaviors since there are fewer signals
to associate and fewer variables to control during the
studies.

4 Intelligent Machine Architecture

The Intelligent Machine Architecture (IMA) is an
agent-based software system, designed in the IRL, that
permits the concurrent execution of software agents on
separate machines while facilitating extensive inter-
agent communication. IMA runs under Windows NT
4.0.

Within the context of IMA, an agent is one element of
a domain-level system description that tightly encap-
sulates all aspects of that element, much like the con-
cept of object in object-oriented systems. The agent
serves as a superstructure for everything the software
system knows or does relating to an element of the
robot, tasks or environment. Communication between
agents is handled transparently by DCOM, the Dis-
tributed Component Object Model. DCOM is a ser-
vice of Windows NT which allows remote objects to
be treated as if they were local.

IMA agents can and do exist at different levels
of abstraction - from low-level hardware interfaces,
through behaviors and task controllers to high-level,

autonomous, interactive entities (cf. Section 5). They
communicate through message passing and have flat
connectivity - any agent can, in principle, communi-
cate with any other. Implicit hierarchies are formed,
however, since all but the lowest-level IMA agents
(primitives) employ other agents to complete their
tasks or to achieve or to maintain their goals. It can
be used to implement almost any logical control archi-
tecture.

Agents are loosely coupled, which facilitates paral-
lel processing. Although it can run on a single PC,
IMA enables concurrent agent execution on sepa-
rate machines within a network. For larger systems,
IMA takes advantage of both distributed and symmet-
ric multiprocessing computer systems more effectively
than do monolithic architectures. Each agent acts lo-
cally based on its internal state and provides a set
of services to other agents through various relation-
ships. The loosely coupled, asynchronous operation
of decision-making agents simplifies the system model
at a high level. Whereas over-specification of the
higher levels of a system can lead to non-robust oper-
ation, a collection of asynchronously executing agents
is more stable. It provides an abstraction that elimi-
nates many concerns about synchronization, because
the architecture provides each agent with a knowledge
of time that allows each local decision process to evalu-
ate information based on its age relative to that agent.
The agents in IMA work like a group of control loops,
continually sampling inputs, updating states and com-
puting new outputs.

IMA provides a two-level software framework for the
development of intelligent machines. The robot-
environment level describes the system structure in
terms of a group of primitive software agents con-
nected by a set of agent relationships. The agent-
object level, describes each of the primitive agents and
agent relationships as a network of software modules
called component objects. This separation of the ar-
chitecture into two levels allows designers of intelligent
machine software to address software engineering is-
sues such as reuse, extensibility, and management of
complexity, as well as system engineering issues such
as parallelism, scalability, reactivity, and robustness.

At the robot-environment level, IMA defines several
classes of primitive agents and describes their pri-
mary functions in terms of environmental models, the
machine itself, or behaviors and tasks developed for
the machine. Sensor agents provide an abstraction
of sensor hardware and incorporate basic sensor pro-
cessing and filtering. Actuator agents provide an ab-
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straction of controlled actuator hardware and incorpo-
rate servo control loops. Environment agents contain
mechanisms that process sensor data to update an ab-
straction of the environment. Skill agents encapsulate
closed-loop processes that combine sensors and control
actuators to achieve a certain sensory-motor goal.

Behavior agents are a simplified subset of skill agents
that define a class of highly reactive physical actions
that implement, for example, safety reflexes. Task
agents encapsulate sequencing mechanisms that de-
cide which skill and environment agents to invoke and
in what order.

5 Agent-Based Control System

ISAC’s control system is a set of IMA agents that work
together under human command to perform a small
set of basic behaviors. The control system has been
designed, and the behaviors selected, to enable the
robot to acquire new behaviors automatically under
the tutelage of a person. The system employs a loose
hierarchy of IMA agents. High-level agents interact
with each other to complete tasks or to evaluate the
external environment. The high level agents currently
employ finite state machines (FSM) to sequence the
activation or suppression of behavior agents. The be-
havior agents couple sensing to actuation through the
use of primitive agents..

The tight encapsulation provided by IMA has permit-
ted us to employ a number of different control archi-
tectures on ISAC simultaneously. That is, a behav-
ior can be designed using which ever control strategy
most simplifies its implementation. For example, we
use variants of Arkin’s motor schema [2] for the control
of reaching and for collision avoidance in dual arm be-
haviors. Some of our visual tracking routines are per-
formed with standard predictive correlation methods.
Other visual behaviors, such as saccading use variants
of the subsumption architecture [5].

5.1 Primary High Level Agents

These agents divide ISAC’s universe into the inter-
nal and the external, a logical division that facili-
tates continual sensory processing and exploration of
the environment while carrying out specific physical
tasks. ISAC’s internal processes are the domain of
the Robot Self Agent. The environment is sensed and
manipulated, in part, through a set of agents that en-
capsulate behaviors associated with various physical
objects. The most important of these from the stand-
point of HRI, is the Human Agent which is the robot’s

abstraction of the person with whom it is interacting.
The other environment agents are object agents, each
of which encapsulates all information about a class of
objects, and peer agents which are the robot’s abstrac-
tions of other robots with which it is to interact.

Robot Self Agent. The robot self agent (RSA)
is an abstraction of the hardware that, together with
basic control software, comprises the robot . It is less
an executive than a confederation of hardware con-
trol agents with a command interpreter, an attentional
control system, a data collector / collator, and system
status evaluation (SSE) routines. The command in-
terpreter agent receives a command string from the
human agent or a peer agent. It maps a specific com-
mand to a related task agent which, in turn, activates
of one or more primitive agents that cause the robot
to do something.

Currently, an explicit command grammar maps di-
rectly to a pre-determined set of task agents. A task
agent contains a preprogrammed finite state machine
(FSM) that activates the appropriate behavior agents
in sequence. The low level behavior agents are mostly
reactive. Therefore, the control system currently is in
the form of a Gat three layer network [12].

The self agent also is designed to enable the moni-
toring of the operational status of hardware devices
(through their agents) and other software agents to
provide yet other agents with information about the
state of the robot system and its success or failure in
completing various tasks. This information is under
the purview of the SSE agent, (currently under de-
velopment) that will activate diagnostic routines and
provide information about task successes and failures
to future learning algorithms.

Human Agent. The human agent (HA) agent is
the primary interface between ISAC and any person
that interacts with it. The agent enables the detection,
identification, and tracking of a person and receives all
communications from the person. It does this through
the activation of behavior agents that sense the envi-
ronment for patterns characteristic of human beings.
The HA, makes information from (or about) the per-
son available to other agents that require it, primarily
the robot self agent. The HA is controlled by a FSM
that depends on inputs from the behavior agents that
the HA itself initiates as well as on inputs from the
RSA.

Behavior agents activated by the human agent include:
person detection, face detection, face tracking, person
identification, speech recognition, and gesture recog-
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nition.
Object Agents. All information necessary for the
recognition and use of an object (that is not a person
or another robot) by ISAC is encapsulated within an
Object Agent. For a given object (or class of object)
the agent contains information gleaned from previous
interactions. This could include sensory stimuli (raw
sensor data), object descriptors extracted by sensory
processing routines (e.g., radial basis functions), asso-
ciative links to other object-, behavior-, or task agents,
manipulation instructions (including code), historical
data, and current status information such as the loca-
tion of the object within the environment.
Peer Agent. ISAC is a stationary robot. The IRL
also has a mobile platform, called Helpmate, which
runs under IMA on the same computer network as
does ISAC. To facilitate the interaction between these
two robots, we are developing peer agents. A peer
agent abstracts for one robot the qualities of another.
The agent maintains data structures that indicate the
status of the other robot such as it’s last known lo-
cation and operating conditions. It is responsible for
tracking the other robot and handles all communica-
tions with it. A given robot can maintain a peer agent
for another robot that has no direct computational
connections to it. However, if both robots are on the
same network, running IMA, then each can update the
others peer agent for itself.

5.2 Primitive Agents

Primitive agents encapsulate low level sensing and / or
actuation. Basic behavior agents couple these primi-
tives to form the fundamental sense-act pairs that de-
fine the behaviors. Through parallel and / or sequen-
tial execution of primitive agents, all complex behav-
iors and tasks are constructed.
Sensory Primitives. Sensory primitives acquire
basic sensory information. They include grab right
image, grab left image, record sound, detect motion,
detect collision, and visual, auditory, or haptic atten-
tion selection.
Data Analysis Primitives. Data analysis primi-
tives process basic sensory information. They include
low level signal and image processing, distance calcula-
tions, matrix inversions for visual servoing or Kalman
filtering, FFT computations, and so forth.
Action Primitives. Action primitives are the ba-
sic motor actuation agents for joint-level control of the
arms, the open and close agents for the right and left
hands, and the camera head motors: pan head, tilt
head, verge right camera, and verge left camera.

5.3 Behavior Agents

These agents implement ISAC’s fundamental physical
or analytical behaviors largely through the close cou-
pling of sensing to actuation.

Fundamental Behaviors. Fundamental behaviors
include, visual servoing, track face, track hand, track
object, saccade to attention point (including, for ex-
ample, look in the direction of a sound), verge lock,
reach arm until contact, close fingers until contact,
mimic gesture, and audio servoing (for playing an elec-
tronic musical instrument called the Theremin [1]).

HRI behaviors. ISAC’s human-robot interaction
behaviors are of critical importance. Person detec-
tion determines if a person is present based on input
from the motion detector array, the face detector, and
the speech analysis agent. Face detection obtains an
image from on of the grab-image agents, searches for a
face in the image and if it finds one, returns its image
location. Face tracking activates the face detection
agent then initiates the color tracking agent with a
skin tone color model. Periodically it reactivates the
face detector to insure that it is a face that is being
tracked. Person ID uses information from the face
detector and the a sound spectrum analyzer to recog-
nize the person (This currently works within only a
small set of people, and is frequently in error.) Speech
recognition is, currently, a wrapper for the Microsoft
Speech SDK. We have programmed it with a grammar
and vocabulary appropriate to the recognition and ex-
ecution of the simple behaviors upon which ISAC is
to build. Finger pointing locates a human hand in a
pointing gesture over the robot’s workspace and esti-
mates its position and the direction in which it points.

Exploration Agents. These agents actively ex-
plore the environment to assess aspects of its contents,
to learn about what is there, or to detect changes in
it. Agents include Sensory EgoSphere registration and
mapping routines, random visual search, unguided au-
dio analysis, and visual or haptic depth computation.
Other exploration agents such as find face, find hand,
or find object search the environment for specific pat-
terns. Others learn a specific action under sensory
guidance. E.g., arm / hand auto-calibration, learn
object, or learn grasp.

6 Current Behavioral Goals

ISAC is being designed so that it may learn new be-
haviors through interaction with human beings. To do
this we have programmed the high-level agents with
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Figure 3: Agent structure for hand-off and place task.

FSMs that enable the robot to perform a small num-
ber of fundamental behaviors under the guidance of a
person. These include:

1. Look at a person who is talking.
2. Recognize the person from among a small set of

people.
3. Track the person visually as he or she moves.
4. Reach out either of its hands to meet the person’s

hand.
5. Look at an object that is pointed to by a person.
6. Grasp the object.
7. Place the object at a position pointed to by the

person.
8. Automatically acquire descriptive information

about the object.

The execution of these behaviors requires the concur-
rent execution of approximately 15 IMA agents on 4
computers. The agents involved in a simple human-
guided hand-off and place behavior are listed and their
interconnections shown in figure 3.

7 Future Work

Using IMA, we have implemented a number of low-
level behavior agents that are activated or suppressed
by a set of higher-level agents. The latter encapsu-
late tasks in classes defined by their relationships to
the environment and to the physical structure of the
robot. Currently ISAC accepts voice commands and
performs simple tasks under the control of simple fi-
nite state machines.

We are working on a generalization of the FSM con-
cept into task-schemas that couple sensory informa-
tion (including proprioceptive feedback from the ac-
tuators) and motor control information into sequences

of behaviors. A behavior sequence is to be imple-
mented as a spreading activation network whose nodes
will consist of primitive behaviors and whose pre- and
post-conditions will be determined by the concurrent
sensory and motor information. Sensory attentional
networks will be employed to reduce the input data
bandwidth.

Initially a set of primary task-schemas will be derived
by hand from the FSMs. A newly created, hand-coded
schema will contain sequences of motor instructions in
the form of a minimal set of behavior nodes and some
descriptors of expected sensory data coded as pre- and
post-conditions. The schema software structure will,
however, be designed to permit existent task-schemas
to be modified or refined automatically during the
course of repeated trials.

Under the voice and gesture command of a person,
ISAC will perform sequences of basic behaviors or pre-
viously acquired tasks. A person will assess the out-
come of an operation and provide positive or negative
reinforcement through further voice commands. The
person’s responses and the recorded time-series will
be used by the refinement procedure to modify the
spreading activation networks in the associated task
schemas and/or to link the the networks into a new
schema. Refinement will be accomplished through use
of an associative memory algorithm and may or may
not incorporate aspects of reinforcement learning.
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